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Offline RL / Batch RL

• Sometimes we can not explore or generate new data
• But we have already stored tons of historical data

medical records data of self-driving clicking times of ads

Can we learn a good policy based solely on historical data without
active exploration?
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Challenges of offline RL

Partial coverage of state-action space:

⇡1
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Practically,

1

Distribution shift:

distribution(D) ̸= target distribution under π⋆
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Offline multi-arm bandits



Multi-arm bandit

• Action space: A = {1, 2, . . . , A}
• Reward distributions: R(· | a) with mean r(a)

— correspond to MDP with single state and γ = 0
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Offline learning in multi-arm bandit

Batch dataset: D = {(ai, ri)}1≤i≤N , where
ai ∼ µ, ri ∼ R(· | ai)

are collected in an i.i.d. manner, where µ ∈ ∆(A) is the behavior policy.

Goal: minimize expected sub-optimality based on collected data

ED[r(a⋆)− r(â)],

where a⋆ = arg maxa r(a) is the optimal arm with the highest mean reward.
6



How to capture the distribution shift?

Single-policy concentrability coefficient [Rashidinejad et al., 2021]

C⋆ := max
a

π⋆(a)
µ(a) = 1

µ(a⋆) .

µ: behavior policy
π⋆: optimal policy

• When C⋆ = 1: expert data
• When C⋆ > 1: behavior policy deviates from the optimal policy
• When µ is uniform (random exploration), C⋆ = A.
• Partial coverage: C⋆ is finite as long as µ(a⋆) > 0.
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A natural idea: empirical best arm

A natural idea is to pick the empirical best arm

â := arg max
a

r̂(a),

where r̂(a) is the empirical mean reward of arm a.

Theorem 1 ([Rashidinejad et al., 2021])
For any ϵ < 0.05, N ≥ 500, there exists a bandit problem with two arms such
that for â = argmaxa r̂(a), one has

ED[r(a⋆)− r(â)] ≥ ϵ.

• Empirical best arm is sensitive to arms with few observations
• This happens even when C⋆ is close to 1
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Pessimism via lower confidence bound
Lessons learned from failure of empirical best arm
• Should not treat arms equally
• Need to be pessimistic about arms with few observations

with 
pessimism

without 
pessimism
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Lower confidence bound (LCB) for bandit: fix some L > 0, return

â := arg max
a

r̂(a)− L√
max{N(a), 1}

N(a): number of times arm a is seen
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A closer look at LCB

Lower confidence bound for bandit: fix some L > 0, return

â := arg max
a

r̂(a)− L√
max{N(a), 1}

N(a): number of times arm a is seen

• View r̂(a)− L√
max{N(a),1}

as lower confidence bound of r(a)

• L√
max{N(a),1}

arises from Hoeffding concentration inequality

• L√
max{N(a),1}

is large when N(a) is small: discount empirical mean with
few observations
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Performance guarantees

Theorem 2 ([Rashidinejad et al., 2021])

Set L ≍
√

log(AN). Policy â returned by LCB algorithm obeys

ED[r(a⋆)− r(â)] ≲
√

C⋆

N

• LCB beats empirical best arm
• To achieve ϵ-optimality, the sample size needs to scale as

N ≳
C⋆

ϵ2 .

• Performance of LCB degrades gracefully w.r.t. C⋆.
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Offline RL: mathematical setup
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A model of history data from behavior policy

transition kernel
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No longer 
arbitrary!

behavior policyinitial distribution

fib(·|s)

historical dataset D =
)
(s(i), a(i), sÕ(i))

*
: N independent copies of

s ≥ fl, a ≥ fib(· | s), sÕ ≥ P (· | s, a)

for some initial state distribution fl and behavior policy fib

Goal: given some test distribution fl and accuracy level Á, find ‚fi s.t.

V ı(fl) ≠ V ‚fi(fl) = E
s≥fl

#
V ı(s)

$ ≠ E
s≥fl

#
V ‚fi(s)

$ Æ Á

— in a sample-e�cient manner

18/ 41

Goal of offline RL: given history data D := {(si, ai, s′
i)}N

i=1, find an
ε-optimal policy π̂ obeying

V ⋆(ρ)− V π̂(ρ) ≤ ε

— in a sample-efficient manner
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How to capture the distribution shift?

Single-policy concentrability coefficient [Rashidinejad et al., 2021]

C⋆ := max
s,a

dπ⋆(s, a)
dπb(s, a)

≥ 1

where dπ(s, a) is the discounted state-action occupation density of policy π.

• allows for partial coverage
• Behavior cloning C⋆ = 1
• Generative model C⋆ = SA

⇡?
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<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

<latexit sha1_base64="hEbTh7PvArl9GuysvTuQLcti750=">AAAB/XicbVDLSsNAFJ3UV62v+Ni5GSxCBSmJiLosunFZwT6gjeVmMmmHTiZhZiLUEPwVNy4Ucet/uPNvnD4WWj1wL4dz7mXuHD/hTGnH+bIKC4tLyyvF1dLa+sbmlr2901RxKgltkJjHsu2DopwJ2tBMc9pOJIXI57TlD6/GfuueSsVicatHCfUi6AsWMgLaSD17L7jLugkzTWmQeV5Rx3DUs8tO1ZkA/yXujJTRDPWe/dkNYpJGVGjCQamO6yTay0BqRjjNS91U0QTIEPq0Y6iAiCovm1yf40OjBDiMpSmh8UT9uZFBpNQo8s1kBHqg5r2x+J/XSXV44WVMJKmmgkwfClOOdYzHUeCASUo0HxkCRDJzKyYDkEC0CaxkQnDnv/yXNE+q7lnVuTkt1y5ncRTRPjpAFeSic1RD16iOGoigB/SEXtCr9Wg9W2/W+3S0YM12dtEvWB/fV6qVJA==</latexit>

d⇡
?

(s, a)

<latexit sha1_base64="ISJewiNViXA9eFkGu4KawCuvanI=">AAACAnicbVDLSsNAFL2pr1pfUVfiJliEClISEXVZdOOygn1AG8tkMmmHTiZhZiKUENz4K25cKOLWr3Dn3zhNs9DqgRkO59zLvfd4MaNS2faXUVpYXFpeKa9W1tY3NrfM7Z22jBKBSQtHLBJdD0nCKCctRRUj3VgQFHqMdLzx1dTv3BMhacRv1SQmboiGnAYUI6Wlgbnn36X9mOovRGokg9TLsqwmj9HRwKzadTuH9Zc4BalCgebA/Oz7EU5CwhVmSMqeY8fKTZFQFDOSVfqJJDHCYzQkPU05Col00/yEzDrUim8FkdCPKytXf3akKJRyEnq6Ml903puK/3m9RAUXbkp5nCjC8WxQkDBLRdY0D8ungmDFJpogLKje1cIjJBBWOrWKDsGZP/kvaZ/UnbO6fXNabVwWcZRhHw6gBg6cQwOuoQktwPAAT/ACr8aj8Wy8Ge+z0pJR9OzCLxgf33yOl3k=</latexit>

d⇡
b

(s, a)

14



How to capture the distribution shift? a refinement

Clipped single-policy concentrability coefficient [Li et al., 2022]

C⋆
clipped := max

s,a

min{dπ⋆(s, a), 1/S}
dπb(s, a)

≥ 1/S

where dπ(s, a) is the state-action occupation density of policy π.

• allows for partial coverage
• C⋆

clipped ≤ C⋆

• Generative model C⋆
clipped = A

⇡?
<latexit sha1_base64="iqr6wuLcMtqjcfhh1eGDtJOJmBA=">AAAB8HicdVDLSsNAFJ34rPVVdelmsAiuQpKGtu6KblxWsA9pYplMJ+3QmUmYmQil9CvcuFDErZ/jzr9x0lZQ0QMXDufcy733RCmjSjvOh7Wyura+sVnYKm7v7O7tlw4O2yrJJCYtnLBEdiOkCKOCtDTVjHRTSRCPGOlE48vc79wTqWgibvQkJSFHQ0FjipE20m2Q0rtAaST7pbJjn9ernl+Fju04Nddzc+LV/IoPXaPkKIMlmv3SezBIcMaJ0JghpXquk+pwiqSmmJFZMcgUSREeoyHpGSoQJyqczg+ewVOjDGCcSFNCw7n6fWKKuFITHplOjvRI/fZy8S+vl+m4Hk6pSDNNBF4sijMGdQLz7+GASoI1mxiCsKTmVohHSCKsTUZFE8LXp/B/0vZst2J71365cbGMowCOwQk4Ay6ogQa4Ak3QAhhw8ACewLMlrUfrxXpdtK5Yy5kj8APW2ydT6ZDD</latexit>

C? < 1
<latexit sha1_base64="OkNkM06J2op6/zU9FLP9Q6tlTww=">AAAB+HicdVBdSwJBFJ21L7MPrR57GZKgJ9ldRQ16kHzp0SA/QE1mx1kdnJ1dZu4GJv6SXnoootd+Sm/9m2bVoKIOXDiccy/33uNFgmuw7Q8rtba+sbmV3s7s7O7tZ3MHhy0dxoqyJg1FqDoe0UxwyZrAQbBOpBgJPMHa3qSe+O07pjQP5Q1MI9YPyEhyn1MCRhrksvXbngai8EWPSx+mg1zeLpxXy26pjO2CbVcc10mIWykVS9gxSoI8WqExyL33hiGNAyaBCqJ117Ej6M+IAk4Fm2d6sWYRoRMyYl1DJQmY7s8Wh8/xqVGG2A+VKQl4oX6fmJFA62ngmc6AwFj/9hLxL68bg1/tz7iMYmCSLhf5scAQ4iQFPOSKURBTQwhV3NyK6ZgoQsFklTEhfH2K/yctt+AUC+51KV+7XMWRRsfoBJ0hB1VQDV2hBmoiimL0gJ7Qs3VvPVov1uuyNWWtZo7QD1hvn7CWkyA=</latexit>

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D

1

uniform coverage over entire space (su�ciently explored)

partial coverage (inadequately explored)

D
samples cover all (s, a) & all policies historical dataset

1

<latexit sha1_base64="hEbTh7PvArl9GuysvTuQLcti750=">AAAB/XicbVDLSsNAFJ3UV62v+Ni5GSxCBSmJiLosunFZwT6gjeVmMmmHTiZhZiLUEPwVNy4Ucet/uPNvnD4WWj1wL4dz7mXuHD/hTGnH+bIKC4tLyyvF1dLa+sbmlr2901RxKgltkJjHsu2DopwJ2tBMc9pOJIXI57TlD6/GfuueSsVicatHCfUi6AsWMgLaSD17L7jLugkzTWmQeV5Rx3DUs8tO1ZkA/yXujJTRDPWe/dkNYpJGVGjCQamO6yTay0BqRjjNS91U0QTIEPq0Y6iAiCovm1yf40OjBDiMpSmh8UT9uZFBpNQo8s1kBHqg5r2x+J/XSXV44WVMJKmmgkwfClOOdYzHUeCASUo0HxkCRDJzKyYDkEC0CaxkQnDnv/yXNE+q7lnVuTkt1y5ncRTRPjpAFeSic1RD16iOGoigB/SEXtCr9Wg9W2/W+3S0YM12dtEvWB/fV6qVJA==</latexit>

d⇡
?

(s, a)

<latexit sha1_base64="ISJewiNViXA9eFkGu4KawCuvanI=">AAACAnicbVDLSsNAFL2pr1pfUVfiJliEClISEXVZdOOygn1AG8tkMmmHTiZhZiKUENz4K25cKOLWr3Dn3zhNs9DqgRkO59zLvfd4MaNS2faXUVpYXFpeKa9W1tY3NrfM7Z22jBKBSQtHLBJdD0nCKCctRRUj3VgQFHqMdLzx1dTv3BMhacRv1SQmboiGnAYUI6Wlgbnn36X9mOovRGokg9TLsqwmj9HRwKzadTuH9Zc4BalCgebA/Oz7EU5CwhVmSMqeY8fKTZFQFDOSVfqJJDHCYzQkPU05Col00/yEzDrUim8FkdCPKytXf3akKJRyEnq6Ml903puK/3m9RAUXbkp5nCjC8WxQkDBLRdY0D8ungmDFJpogLKje1cIjJBBWOrWKDsGZP/kvaZ/UnbO6fXNabVwWcZRhHw6gBg6cQwOuoQktwPAAT/ACr8aj8Wy8Ge+z0pJR9OzCLxgf33yOl3k=</latexit>

d⇡
b

(s, a)
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Model-free offline RL: pessimistic Q-learning

16



LCB-Q: Q-learning with LCB penalty

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>?
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>?

— [Shi et al., 2022, Yan et al., 2022]

Qt+1(st, at)← (1− ηt)Qt(st, at) + ηtTt (Qt) (st, at)︸ ︷︷ ︸
classical Q-learning

− ηt bt(st, at)︸ ︷︷ ︸
LCB penalty

• bt(s, a): Hoeffding-style confidence bound
• pessimism in the face of uncertainty

sample size: Õ
(

SC⋆

(1−γ)5ε2

)
=⇒ sub-optimal by a factor of 1

(1−γ)2

Issue: large variability in stochastic update rules
17



Q-learning with LCB and variance reduction

— [Shi et al., 2022, Yan et al., 2022]

Qt+1(st, at)← (1− ηt)Qt(st, at)− ηt bt(st, at)︸ ︷︷ ︸
LCB penalty

+ ηt

(
Tt(Qt)− Tt(Q)︸ ︷︷ ︸

advantage

+ T̂ (Q)︸ ︷︷ ︸
reference

)
(st, at)

• incorporates variance reduction into LCB-Q
agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =

r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)
"
⇡b(·|s0) ⇡b(·|s1) ⇡b(·|s2) ⇡b(·|s3) ⇡b(·|s4) ⇡b(·|s5)
⇡?(·|s0) ⇡?(·|s1) ⇡?(·|s2) ⇡?(·|s3) ⇡?(·|s4) ⇡?(·|s5)

samples (experience) model optimal value function policy (i.e. P 2 R|S||A|⇥|S|)
S A bQ(s, a)

Chris Watkins Peter Dayan
(s0, a0) (s1, a1) (s2, a2) (s3, a3) update Q variance-reduced Q-learning

| {z }

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)
"
⇡b(·|s0) ⇡b(·|s1) ⇡b(·|s2) ⇡b(·|s3) ⇡b(·|s4) ⇡b(·|s5)
⇡?(·|s0) ⇡?(·|s1) ⇡?(·|s2) ⇡?(·|s3) ⇡?(·|s4) ⇡?(·|s5)

samples (experience) model optimal value function policy (i.e. P 2 R|S||A|⇥|S|)
S A bQ(s, a)

Chris Watkins Peter Dayan
(s0, a0) (s1, a1) (s2, a2) (s3, a3) update Q variance-reduced Q-learning

| {z }

1

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action a0 which action a to take?

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5

V ⇡(s0) Q⇡(s0, a0)
"
⇡b(·|s0) ⇡b(·|s1) ⇡b(·|s2) ⇡b(·|s3) ⇡b(·|s4) ⇡b(·|s5)
⇡?(·|s0) ⇡?(·|s1) ⇡?(·|s2) ⇡?(·|s3) ⇡?(·|s4) ⇡?(·|s5)

samples (experience) model optimal value function policy (i.e. P 2 R|S||A|⇥|S|)
S A bQ(s, a)

Chris Watkins Peter Dayan
(s0, a0) (s1, a1) (s2, a2) (s3, a3) update Q variance-reduced Q-learning

| {z }

1

…
epochm = 1

<latexit sha1_base64="gzegWs7o8dVUcQpBLVvXw3hlo7c=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexGQS9CwIvHiOYByRJmJ7PJkHksM7NCWPIJXjwo4tUv8ubfOEn2oIkFDUVVN91dUcKZsb7/7RXW1jc2t4rbpZ3dvf2D8uFRy6hUE9okiivdibChnEnatMxy2kk0xSLitB2Nb2d++4lqw5R8tJOEhgIPJYsZwdZJD+Im6JcrftWfA62SICcVyNHol796A0VSQaUlHBvTDfzEhhnWlhFOp6VeamiCyRgPaddRiQU1YTY/dYrOnDJAsdKupEVz9fdEhoUxExG5ToHtyCx7M/E/r5va+DrMmExSSyVZLIpTjqxCs7/RgGlKLJ84golm7lZERlhjYl06JRdCsPzyKmnVqsFFtXZ/Wan7eRxFOIFTOIcArqAOd9CAJhAYwjO8wpvHvRfv3ftYtBa8fOYY/sD7/AHDGY1l</latexit>

epoch m = 2
<latexit sha1_base64="YoeOMrpYxx2Z/kBSljaTANxNOKI=">AAAB6nicbVBNSwMxEJ3Ur1q/qh69BIvgqexWQS9CwYvHivYD2qVk02wbmmSXJCuUpT/BiwdFvPqLvPlvTNs9aOuDgcd7M8zMCxPBjfW8b1RYW9/Y3Cpul3Z29/YPyodHLROnmrImjUWsOyExTHDFmpZbwTqJZkSGgrXD8e3Mbz8xbXisHu0kYYEkQ8UjTol10oO8qfXLFa/qzYFXiZ+TCuRo9MtfvUFMU8mUpYIY0/W9xAYZ0ZZTwaalXmpYQuiYDFnXUUUkM0E2P3WKz5wywFGsXSmL5+rviYxIYyYydJ2S2JFZ9mbif143tdF1kHGVpJYpulgUpQLbGM/+xgOuGbVi4gihmrtbMR0RTah16ZRcCP7yy6ukVav6F9Xa/WWl7uVxFOEETuEcfLiCOtxBA5pAYQjP8ApvSKAX9I4+Fq0FlM8cwx+gzx/EnY1m</latexit>

epoch m = 3
<latexit sha1_base64="xNgkITrJrfBuEr1mT6WLYQ77k80=">AAAB6nicbVBNSwMxEJ3Ur1q/qh69BIvgqey2gl6EghePFW0ttEvJptk2NMkuSVYoS3+CFw+KePUXefPfmLZ70NYHA4/3ZpiZFyaCG+t536iwtr6xuVXcLu3s7u0flA+P2iZONWUtGotYd0JimOCKtSy3gnUSzYgMBXsMxzcz//GJacNj9WAnCQskGSoecUqsk+7ldb1frnhVbw68SvycVCBHs1/+6g1imkqmLBXEmK7vJTbIiLacCjYt9VLDEkLHZMi6jioimQmy+alTfOaUAY5i7UpZPFd/T2REGjORoeuUxI7MsjcT//O6qY2ugoyrJLVM0cWiKBXYxnj2Nx5wzagVE0cI1dzdiumIaEKtS6fkQvCXX14l7VrVr1drdxeVhpfHUYQTOIVz8OESGnALTWgBhSE8wyu8IYFe0Dv6WLQWUD5zDH+APn8AxiGNZw==</latexit>

…

optimal sample size: Õ
(

SC⋆

(1−γ)3ε2

)
for ε ∈ (0, 1− γ]
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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All prior results require a sample size of at least tmix|S|2|A|2!
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standard form problem (not necessarily convex)
minimize f0(x)
subject to fi(x) Æ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p
variable x œ Rn, domain D, optimal value pı

Lagrangian: L : Rn ◊ Rm ◊ Rp � R, with dom(L) = D ◊ Rm ◊ Rp,

L(x,�, �) = f0(x) +
mÿ

i=1
�ifi(x) +
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�ihi(x)

Duality 6-2

First model-free analysis

Model-free RL matches the minimax-optimal sample complexity for
model-based ones!

— in a much larger range of the accuracy level

“Pessimistic Q-learning for o�ine reinforcement learning: Towards optimal sample
complexity,” Shi, L., Li, G., Wei, Y., Chen, Y., Chi, Y, arXiv:2202.13890, 2022.

finite-horizon MDPs infinite-horizon MDPs

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!

19/ 28

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!

19/ 28

1

�2

1

La
gr

an
gia

n

Xi
e e

t a
l.

Sh
i e

t a
l.

Ra
sh

idi
ne

jad
et

al.
Ya

n e
t a

l.

ou
r r

esu
lts

sta
nd

ar
d

fo
rm

pr
ob

lem
(n

ot
ne

ce
ssa

rily
co

nv
ex

)

mi
nim

ize
f 0

(x
)

su
bje

ct
to

f i
(x

) Æ
0,

i
=

1,
. .
. ,
m

h i
(x

) =
0,

i
=

1,
. .
. ,
p

va
ria

ble
x

œ
R
n , d

om
ain
D,

op
tim

al
va

lue
p

ı

La
gr

an
gia

n:
L

: R
n
◊

R
m

◊
R
p
�

R,
wi

th
do

m(
L
) =
D

◊
R
m

◊
R
p ,

L
(x
,�
, �

) =
f 0

(x
) +

mÿ
i=

1
� i
f i
(x

) +
pÿ

i=
1

� i
h i

(x
)

Du
ali

ty

6-
2

La
gr

an
gia

n

Xi
e e

t a
l.

Sh
i e

t a
l.

Ra
sh

idi
ne

jad
et

al.
Ya

n e
t a

l.

ou
r r

esu
lts

sta
nd

ar
d

fo
rm

pr
ob

lem
(n

ot
ne

ce
ssa

rily
co

nv
ex

)

mi
nim

ize
f 0

(x
)

su
bje

ct
to

f i
(x

) Æ
0,

i
=

1,
. .
. ,
m

h i
(x

) =
0,

i
=

1,
. .
. ,
p

va
ria

ble
x

œ
R
n , d

om
ain
D,

op
tim

al
va

lue
p

ı

La
gr

an
gia

n:
L

: R
n
◊

R
m

◊
R
p
�

R,
wi

th
do

m(
L
) =
D

◊
R
m

◊
R
p ,

L
(x
,�
, �

) =
f 0

(x
) +

mÿ
i=

1
� i
f i
(x

) +
pÿ

i=
1

� i
h i

(x
)

Du
ali

ty

6-
2

Lagrangian
Xie et al. Shi et al.

Rashidinejad et al. Yan et al.

our results

standard form problem (not necessarily convex)
minimize f0(x)
subject to fi(x) Æ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p
variable x œ Rn, domain D, optimal value pı

Lagrangian: L : Rn ◊ Rm ◊ Rp � R, with dom(L) = D ◊ Rm ◊ Rp,

L(x,�, �) = f0(x) +
mÿ

i=1
�ifi(x) +

pÿ

i=1
�ihi(x)

Duality 6-2

SC�

1 � �

SC�

(1 � �)3
SC�

(1 � �)5

� = 1 � �

H2SC� H4SC� H6SC� H9SC�

1

SC�

1 � �

SC�

(1 � �)3
SC�

(1 � �)5

� = 1 � �

H2SC� H4SC� H6SC� H9SC�

1

SC�

1 � �

SC�

(1 � �)3
SC�

(1 � �)5

� = 1 � �

H2SC� H4SC� H6SC� H9SC�

1

SC�

1 � �

SC�

(1 � �)3
SC�

(1 � �)5

� = 1 � �

H2SC� H4SC� H6SC� H9SC�

1

SC �1�
�

SC �(1�
�) 3

SC �(1�
�) 5

�
=

1�
�

H 2
SC �

H 4
SC �

H 6
SC �

H 9
SC �

�
=

H

�
= 1
H

�
=

1H
2.5

1

S
C
�1�

�

S
C
�

(1�
�) 3

S
C
�

(1�
�) 5

�
=

1�
�

H
2
S
C �

H
4
S
C �

H
6
S
C �

H
9
S
C �

�
=

H

�
=

1
H

�
=

1H
2.5

1

SC �1�
�

SC �

(1�
�) 3

SC �

(1�
�) 5

�
=

1�
�

H
2
SC �

H
4
SC �

H
6
SC �

H
9
SC �

�
=

H

�
=

1
H

�
=

1H
2.5

1

La
gr

an
gia

n

Xi
e e

t a
l.

Sh
i e

t a
l.

Ra
sh

idi
ne

jad
et

al.
Ya

n e
t a

l.

ou
r r

esu
lts

H
6 S
C

ı
Á

2

sta
nd

ar
d

fo
rm

pr
ob

lem
(n

ot
ne

ce
ssa

rily
co

nv
ex

)

mi
nim

ize
f 0

(x
)

su
bje

ct
to

f i
(x

) Æ
0,

i
=

1,
. .
. ,
m

h i
(x

) =
0,

i
=

1,
. .
. ,
p

va
ria

ble
x

œ
R
n , d

om
ain
D,

op
tim

al
va

lue
p

ı

La
gr

an
gia

n:
L

: R
n
◊

R
m

◊
R
p
�

R,
wi

th
do

m(
L
) =
D

◊
R
m

◊
R
p ,

L
(x
,�
, �

) =
f 0

(x
) +

mÿ
i=

1
� i
f i

(x
) +

pÿ
i=

1
� i
h i

(x
)

Du
ali

ty

6-
2

Prio
r art

• [K
ea

rn
s an

d
Sin

gh
, 1

99
9]

• [A
za

r et
al.

, 2
01

3]

• [S
idf

ord
et

al.
, 2

01
8a

]

• [S
idf

ord
et

al.
, 2

01
8b

]

• [W
an

g,
20

19
]

• [A
ga

rw
al

et
al.

, 2
01

9]

• [W
ain

wrig
ht

, 2
01

9a
]

• [W
ain

wrig
ht

, 2
01

9b
]

• [P
an

an
jad

y an
d

W
ain

wrig
ht

, 2
01

9]

• [Y
an

g
an

d
W

an
g,

20
19

]

• [K
ha

maru
et

al.
, 2

02
0]

• [M
ou

et
al.

, 2
02

0]

mini
max

low
er

bo
un

d

15
/ 34

SC
�

1�
�

SC
�

(1
� �)

3

SC
�

(1
� �)

5

� =
1�

�

H
2 SC

�

H
4 SC

�

H
6 SC

�

H
9 SC

�

SC
�

(1
� �)

3 �
2

SC
�

(1
� �)

5 �
2

H
4 SC

�

�
2

H
6 SC

�

�
2

� =
H

� =

1
H

� =

1

H
2.
5

1

Lagrangian
Xie et al. Shi et al.

Rashidinejad et al. Yan et al.

our results

standard form problem (not necessarily convex)
minimize f0(x)
subject to fi(x) Æ 0, i = 1, . . . ,m

hi(x) = 0, i = 1, . . . , p
variable x œ Rn, domain D, optimal value pı

Lagrangian: L : Rn ◊ Rm ◊ Rp � R, with dom(L) = D ◊ Rm ◊ Rp,

L(x,�, �) = f0(x) +
mÿ

i=1
�ifi(x) +

pÿ

i=1
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Duality 6-2

First model-free analysis

Model-free RL matches the minimax-optimal sample complexity for
model-based ones!

— in a much larger range of the accuracy level

“Pessimistic Q-learning for o�ine reinforcement learning: Towards optimal sample
complexity,” Shi, L., Li, G., Wei, Y., Chen, Y., Chi, Y, arXiv:2202.13890, 2022.

Model-free offline RL attains sample optimality too!
— with some burn-in cost though . . .



Model-based offline RL:
pessimistic value iteration

20



A “plug-in” model-based approach
— [Azar et al., 2013]

Planning (e.g., value iteration) based on the the empirical MDP P̂ :

Q̂(s, a) ← r(s, a) + γ
〈
P̂ (· | s, a), V̂

〉
, V̂ (s) = max

a
Q̂(s, a).

Issue: poor value estimates under partial and poor coverage.

21



Pessimism in the face of uncertainty

Penalize value estimate of (s, a) pairs that were poorly visited

— [Jin et al., 2021, Rashidinejad et al., 2021, Li et al., 2022]

with 
pessimism

without 
pessimism

<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>?
<latexit sha1_base64="clEpvpjXNn45YUOxzlInii5j6qI=">AAAB7HicbVBNS8NAEJ3Ur1q/qh69LBbBU0lE1GPRi8cKpi20oWy2m3bpZhN2J0IJ/Q1ePCji1R/kzX/jts1BWx8MPN6bYWZemEph0HW/ndLa+sbmVnm7srO7t39QPTxqmSTTjPsskYnuhNRwKRT3UaDknVRzGoeSt8Px3cxvP3FtRKIecZLyIKZDJSLBKFrJ7xmkul+tuXV3DrJKvILUoECzX/3qDRKWxVwhk9SYruemGORUo2CSTyu9zPCUsjEd8q6lisbcBPn82Ck5s8qARIm2pZDM1d8TOY2NmcSh7YwpjsyyNxP/87oZRjdBLlSaIVdssSjKJMGEzD4nA6E5QzmxhDIt7K2EjaimDG0+FRuCt/zyKmld1L2ruvtwWWvcFnGU4QRO4Rw8uIYG3EMTfGAg4Ble4c1Rzovz7nwsWktOMXMMf+B8/gDzMo7H</latexit>?

Value iteration with lower confidence bound (VI-LCB):

Q̂(s, a) ← max
{

r(s, a) + γ
〈
P̂ (· | s, a), V̂

〉
−b(s, a; V̂ )︸ ︷︷ ︸

LCB penalty

, 0
}

,

where V̂ (s) = maxa Q̂(s, a).

22
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Can we close the gap with the minimax lower bound?
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Sample complexity of model-based offline RL

Theorem 3 ([Li et al., 2022])
For any 0 < ε ≤ 1

1−γ , the policy π̂ returned by VI-LCB using a
Bernstein-style penalty term achieves

V ⋆(ρ)− V π̂(ρ) ≤ ε

with high prob., with sample complexity at most

Õ

(
SC⋆

clipped
(1− γ)3ε2

)
.

• depends on distribution shift (as reflected by C⋆
clipped)

• full ε-range (no burn-in cost)
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Minimax optimality of model-based offline RL

Theorem 4 ([Li et al., 2022])
For any γ ∈ [2/3, 1), S ≥ 2, C⋆

clipped ≥ 8γ/S, and 0 < ε ≤ 1
42(1−γ) , there

exists some MDP and batch dataset such that no algorithm succeeds if the
sample size is below

Ω̃
(

SC⋆
clipped

(1− γ)3ε2

)
.

• verifies the near-minimax optimality of the pessimistic model-based
algorithm

• improves upon prior results by allowing C⋆
clipped ≍ 1/S.
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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Model-based RL is minimax optimal with no burn-in cost!



The finite-horizon case
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Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q≠QıÎŒ Æ Á?

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tcover)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03
!

t1+3Ê
cover

(1≠“)4Á2

" 1
Ê +

!
tcover
1≠“

" 1
1≠Ê poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3cover|S||A|
(1≠“)5Á2 constant

Qu & Wierman ’20 tmix
µ2

min(1≠“)5Á2 rescaled linear

paper sample complexity learning rate

Even-Dar & Mansour ’03 (tmix|S||A|)
1

1≠“

(1≠“)4Á2 linear: 1
t

Even-Dar & Mansour ’03 (tmix|S||A|)4.29
(1≠“)5Á2 poly: 1

tÊ , Ê œ ( 1
2 , 1)

Beck & Srikant ’12 t3mix|S|
3|A|3

(1≠“)5Á2 constant

Qu & Wierman ’20 tmix|S|2|A|2
(1≠“)5Á2 rescaled linear

if we take µmin ® 1
|S||A| , tcover ® tmix

µmin

All prior results require a sample size of at least tmix|S|2|A|2!
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