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Two Conflicting Views on Data!
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Data Governance Requirements
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Synthetic data: A promising alternative
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“Synthetic data: production data… 
that are not obtained by direct measurement”

- Merriam-Webster



There is a lot of hype around synthetic data!
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Why should you care: Goals of this talk
• Opportunities to use Synthetic Data to Unlock Data-driven Workflows

• Background: AI/ML Science Behind Synthetic Data

• What are the practical challenges with Synthetic Data? 
• Fidelity
• Privacy, Compliance, and Governance implications 
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Opportunities for Synthetic Data
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Use Case 1: Data sharing
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Today Instead

3rd party 
researchers

Learned 
Models
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Researchers don’t have good enough data to 
develop good algorithms

Researchers use synthetic data to 
learn algorithms

Private data

Vendor



Use case 2: Modeling rare data 
(e.g., robust training, unbiasing)
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Vendor

Anomaly

Normal 
patterns

Anomaly  
patterns

Today

Client

Raw data

Vendors train data from highly imbalanced 
training datasets

Vendors use synthetic data to 
balance training data

Instead

Vendor

Raw data

Synthetic data 
generator

Synthetic attack 
traffic



Use case 3: Tackle Data Retention Challenge

10

Service Operator

Long-range 
data

Today
Operators can’t do retroactive analysis or 

incident response due to compliance
Or retention restrictions

Vendors store generative model parameters 
to model older data

Instead

• Expensive to store
• Data use restrictions

Retention 
limits

Service Operator

Synthetic model 
parameters



Use case 4: Unlock In-Enterprise Data Silos
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Enterprise
Production
Workflow

Data science Team

Sales Team

Can’t build robust models

Cant access data  to demo 
for new customers 

Spends a lot of time trying 
to reproduce incidents 

Test & Response 
Team



Use Case 5: Cross-customer insights
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Vendor

Today Instead
Siloed Models Per Customer Potential to learn across customers

Vendor



Background: 
The Science Behind Synthetic Data
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Requires too much
human expertise

Requires different frameworks for
different datasets

Traditional Approaches for Synthetic Data

Original data Expert

Config
or Design

Synthetic data
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Simulator

Mathematical
models

no One framework



New Opportunity: Deep Generative models
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High Level Taxonomy of Deep Generative Models
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Type of data

Type of neural 
Model architecture

Training and 
Generation
Algorithms

Images Text Tabular Timeseries …

Fully
Connected

Recurrent
Neural 
Nets

Transformers State Space

GAN Autoregressive Diffusion Model
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FAKE!REAL???

Generative Adversarial Networks



Denoising Diffusion Probabilistic Models

18CVPR 2023 Tutorial,  Song, Meng, and Vadhat

Data Noise

Construct two processes:

1) Forward diffusion process: 
 Progressively map data to a known noise distribution (e.g., Gaussian) 
2) Reverse denoising process 
 Progressively reverse the noise process

Forward diffusion process

Reverse denoising process



Recurrent models

• Basic RNN structure
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x – input sequence
y	– output sequence
a – hidden state



You can combine RNNs with different training 
methods 
• E.g., DoppelGANger (2020)
• RNN architecture + adversarial 

training (like GANs)
• Currently widely used in 

synthetic data industry to model 
time series data

20Lin, Jain, Wang, Fanti, Sekar, “Generating High-fidelity, Synthetic Time Series Datasets with DoppelGANger”, IMC 2020



Autoregressive: The Transformer (2017)
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Main idea: use an inner 
product score function 

for the attention 
mechanism



Challenges in synthetic data
for Enterprises  
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Mind The Gap

DEEP GENERATIVE 
MODELS

SYNTHETIC DATA

Enterprise
Users

Diverse Data Sources

Use case and dataset adaption

Modeling fidelity and privacy needs

Enterprise pipelines and 
compliance requirements

Diverse Use cases



Our Academic Work

• Modeling Privacy and Fidelity
• Fundamental privacy bounds: AISTATS paper
• Statistical privacy: In submission 
• Model fidelity: NetFID

• Use case and dataset adaptation
• State of art Timeseries Models: DoppelGANger 
• GANs for network traffic data: NetShare
• Models for embedded systems traces: CANGen 
• Models for deep generative storage and retention: DeepStore
• Rare Sample Generation: RareGAN
• Improving stability and learning fidelity: SpectralNormalization
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Privacy considerations with synthetic data

Sample-Level 
Privacy
(User Privacy)

• Differential privacy
• Membership inference

Distributional 
Privacy
(Business Secrets)
• Aggregate functions 
of the data
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Attribute 
Privacy
(Protecting Values)

• Hide Metadata fields 
or values 



Academic Work in Privacy

 
• Metadata hiding/transformations is easy with our architecture 
• GAN-generated data satisfy intrinsic privacy due to generalizability 
• Basic GAN satisfies some weak DP property
• Diff Private training is possible but may hurt fidelity
• Robust to membership inference attacks
• Improving privacy with pretraining with public/consortium data
• Statistical distribution privacy 
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Private Synthetic Tabular Data

Marginal 
estimation

• Chow-Liu

GAN-based 
techniques

• CTGAN

VAE techniques

• TVAE

Diffusion model-
based techniques

• TabDDPM

Transformer-
based techniques

• TabFormer
• RealTabFormer
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Basic noise-adding 
mechanisms

(e.g., DP Histogram) DP Optimization 
Techniques

(e.g., DP-SGD)



Benchmarking Diff. Private  Synthetic Data
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Clear winner

Tao, McKenna, Hay, Machanavajjhala, and Miklau. "Benchmarking differentially private synthetic data generation algorithms.”, 2021
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Our work at Rockfish Data: 
Democratize Synthetic Data for Enterprises

Rockfish 
Platform

Diverse 
Datasets

Diverse
 Use Cases

Outcome centric

Data and use case adaptive

Enterprise ready

Enterprise
Users

 vyas@rockfish.ai, girish@rockfish.ai 

mailto:vyas@rockfish.ai
mailto:girish@rockfish.ai


Wrap-Up: Takeaway Messages

• Synthetic data using generative models have a wide range of uses

• We are entering an exciting period for synthetic data

• Early academic work has shown promise, guides intuition and design

• At Rockfish, we  are democratizing this impactful tech for enterprises! 
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